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Online RL: interacting with real environment

To 1 T2 T3 T4 5

exploration via adaptive policies

e trial-and-error

e sequential and online

e adaptive learning from data

ﬂ;,',//\\ apeess

“Recalculating ... recalculating ...”
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Online episodic RL

Sequentially execute MDP for K episodes, each consisting of H steps

LE execute 7'

episode 1 |::> {sh»ah, 7 e
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Online episodic RL

Sequentially execute MDP for K episodes, each consisting of H steps

U execute 7'

episode 1 |::> {sh»ah, 7 e

S e [ execute 7>

2 2 oH
episode 2 :> {8h: @k, i h=1

execute 75

episode K |:> {Sf ai{7 T}{(}hH:I
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Online episodic RL

Sequentially execute MDP for K episodes, each consisting of H steps
— sample size: T'= KH

4
LE execute 7!

episode 1 |:> {sh> ah,ThHhey

execute 7>

s rihin

episode 2

‘;% execute 75

episode K |:> {Sf ai{7 T}{(}hH:I

exploration (exploring unknowns) vs. exploitation (exploiting learned info)J
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Regret: gap between learned policy & optimal policy

adversary learner

initial state execute
st = policy 7!

episode 1
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Regret: gap between learned policy & optimal policy

adversary learner

>

initial state execute initial state execute
I 51 I = policy ! = e = 5K = | policy 7

episode 1 episode K
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Regret: gap between learned policy & optimal policy

adversary learner

initial state execute initial state execute
I 51 I = policy ! = e = 5K = | policy 7

episode 1 episode K

Performance metric: given initial states {s}}X , define
K

Regret(T) = Y (Vi(sf) = V7" (s1))
k=1
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Lower bound
(Domingues et al, 2021)

Regret(T') =2 VH?SAT

Existing algorithms

UCB-VI: Azar et al, 2017

UBEV: Dann et al, 2017
UCB-Q-Hoeffding: Jin et al, 2018
UCB-Q-Bernstein: Jin et al, 2018
UCB2-Q-Bernstein: Bai et al, 2019
EULER: Zanette et al, 2019
UCB-Q-Advantage: Zhang et al, 2020
MVP: Zhang et al, 2020

UCB-M-Q: Menard et al, 2021
Q-EarlySettled-Advantage: Li et al, 2021
(modified) MVP: Zhang et al, 2024



Existing algorithms
e UCB-VI: Azar et al, 2017
e UBEV: Dann et al, 2017
e UCB-Q-Hoeffding: Jin et al, 2018

Lower bound o UCB-Q-Bernstein: Jin et al, 2018
(Domingues et al, 2021) o UCB2-Q-Bernstein: Bai et al, 2019
e EULER: Zanette et al, 2019
Regret(T") 2 VH?SAT e UCB-Q-Advantage: Zhang et al, 2020

e MVP: Zhang et al, 2020

e UCB-M-Q: Menard et al, 2021

e Q-EarlySettled-Advantage: Li et al, 2021
e (modified) MVP: Zhang et al, 2024

Which online RL algorithms achieve near-minimal regret? J




Model-based online RL with UCB exploration



Model-based approach for online RL

/ empirical MDP \

HENR )
execute 7! .. . = execute 7
=== =3l =
| —ll |:'|> - . planning E:> "
= .. = oracle
| ||
{shsahs Yo ..I. =
Nl

repeat:

e use collected data to estimate transition probabilities

e apply planning to the estimated model to derive a new policy for
sampling in the next episode
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Model-based approach for online RL

/ empirical MDP \

HENR )
execute 7! .. . = execute 7
=== =3l =
| —‘l |:'|> - . planning E:) %
= .. = oracle
| ||
{shsahs Yo ..I. =
Nl

repeat:

e use collected data to estimate transition probabilities

e apply planning to the estimated model to derive a new policy for
sampling in the next episode

How to balance exploration and exploitation in this framework? J
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T. L. Lai H. Robbins

Optimism in the face of uncertainty:

e explores based on the best optimistic estimates associated with
the actions!

e a common framework: utilize upper confidence bounds (UCB)

accounts for estimates + uncertainty level
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T. L. Lai H. Robbins

Optimism in the face of uncertainty:

e explores based on the best optimistic estimates associated with
the actions!

e a common framework: utilize upper confidence bounds (UCB)

accounts for estimates + uncertainty level

Optimistic model-based approach: incorporates UCB framework
into model-based approach
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UCB-VI (Azar et al.’17)

For each episode:
1. Backtrack h = H,H —1,...,1: run value iteration

Qn(Sh,an) < rr(sn,an) + Phsya, Vit
——
model estimate

Vi(sp) < max Qn(sh, a)
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UCB-VI (Azar et al.’17)

For each episode:
1. Backtrack h = H, H —1,...,1: run optimistic value iteration

Qn(snsan) < rr(sn,an) + Phsyan V1 +  bu(sn,an)
—— —_——
model estimate  bonus (upper confidence width)

Vi(sp) < max Qn(sh, a)
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UCB-VI (Azar et al.’17)

For each episode:
1. Backtrack h = H, H —1,...,1: run optimistic value iteration

Qn(snsan) < rr(sn,an) + Phsyan V1 +  bu(sn,an)
—— —_——
model estimate  bonus (upper confidence width)

Vi(sp) < max Qn(sh, a)

2. Forward h =1,..., H: take actions according to greedy policy

Th(8) <— argmax,c 4 Qn (s, a)

to sample a new episode {s, an, 7},
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UCB-VI is asymptotically regret-optimal

— Azar, Osband, Munos, 2017

Regret(T")
VH2SAT

0 sample size : T’
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UCB-VI is asymptotically regret-optimal

— Azar, Osband, Munos, 2017

Regret(T")
—VH2SAT

UCB-VI

HYS%A

0 sample size : T’
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UCB-VI is asymptotically regret-optimal

— Azar, Osband, Munos, 2017

Regret(T")
—VH2SAT

UCB-VI

HYS%A

>

S3AYHS  sample size : T
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UCB-VI is asymptotically regret-optimal

— Azar, Osband, Munos, 2017

Regret(T')

- VH2SAT

UCB-VI

HYS%A

>

S3AYHS  sample size : T

huge burn-in cost!
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UCB-VI is asymptotically regret-optimal

— Azar, Osband, Munos, 2017

Regret(T')

- VH2SAT

UCB-VI

HYS%A

>

S3AYHS  sample size : T

huge burn-in cost!

Issues: large burn-in cost
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Other asymptotically regret-optimal algorithms

Range of K that

Algorithm Regret upper bound
attains optimal regret
UCBVI s ——
(Azar et al, 2017) VSAHT + S°AH [SPAH?, 00)
ORLC 2 P -
(Dann et al, 2019) VSAHT + S°AH [S?AH?®, 00)
EULER . - -
(Zanette et al, 2019) SAHT + S*PAHY(VS + VH) | [SPAHY(VS + VH), 0)
UCB-Adv 2 2 43/2 1733 /4 101 /4 6 14 7727
(Zhang et al, 2020) SAH?T + S*A**H™/K [S°A*H?T, 00)
MVP . .
(Zhang et al, 2020) SAH?T + 5°AH [S°AH, c0)
v SAH?T + SAH? [SAHS, 00)

(Menard et al, 2021)
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Other asymptotically regret-optimal algorithms

Range of K that

Algorithm Regret upper bound
attains optimal regret
UCBVI - o —
(Azar et al, 2017) VSAHT + S°AH [SPAH?, 00)
ORLC 2 B P
(Dann et al, 2019) VSAHT + S°AH [S?AH?®, 00)
EULER . - —
(Zanette et al, 2019) SAHT + S*PAHY(VS + VH) | [SPAHY(VS + VH), 0)
UCB-Adv 2 2 A3/2 ;733/4 jr1/4 6 14 1727
(Zhang et al, 2020) SAH®T + S*A°°H K [S°A*H?T, 00)
MVP o ;
(Zhang et al, 2020) SAH?T + 5°AH [S°AH, c0)
v SAH?T + SAH? [SAHS, 00)

(Menard et al, 2021)

Can we find a regre-optimal algorithm with no burn-in cost?
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Monotonic Value Propagation

UCB-VI with doubling update rules and variance-aware bonus
e (s,a,h) is updated only when visited the {1,3,7,15,--- }-th time

13/ 61



Monotonic Value Propagation

UCB-VI with doubling update rules and variance-aware bonus
e (s,a,h) is updated only when visited the {1,3,7,15,--- }-th time
UCB-VI

PN—@
PO _e@

}

2T WY Y
)

¢
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Monotonic Value Propagation

UCB-VI with doubling update rules and variance-aware bonus

e (s,a,h) is updated only when visited the {1,3,7,15,--- }-th time

UCB-VI MVP
P—@ —p(
P —@

PO —@

pU —@

PB—e - P
P(2) —@—

P —_@ —p)
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Monotonic Value Propagation

UCB-VI with doubling update rules and variance-aware bonus

e (s,a,h) is updated only when visited the {1,3,7,15,--- }-th time

UCB-VI MVP
P—@ —p(
P —@

PO —@

pU —@

PB—e - P
P(2) —@—

P —_@ —p)

o visitation counts change much less frequently
— reduces covering number dramatically
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Monotonic Value Propagation

UCB-VI with doubling update rules and variance-aware bonus

e (s,a,h) is updated only when visited the {1,3,7,15,--- }-th time

UCB-VI MVP
P—@ —p(
56)_e.

PO —@

PW —@

PB—@ — P
P2 —@—

pl) g —pm

o visitation counts change much less frequently
— reduces covering number dramatically

e data-driven bonus terms (chosen based on empirical variances)

13/ 61



Regret-optimal algorithm w/o burn-in cost

Regret(T")

A

. VH2SAT

UCB-VI

H*S?A

0 S®AHS  sample size : T

Theorem (Zhang, Chen, Lee, Du’24)

The model-based algorithm Monotonic Value Propagation achieves

Regret(T) < O(VH2SAT)
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Regret-optimal algorithm w/o burn-in cost

Regret(T")

A

. VH2SAT

UCB-VI

H*S?A

0 S®AHS  sample size : T

Theorem (Zhang, Chen, Lee, Du’24)

The model-based algorithm Monotonic Value Propagation achieves

Regret(T) < O(VH2SAT)

e the only algorithm so far that is regret-optimal w/o burn-ins
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Key technical innovation

N .
N —
\ —
online data collection samples drawn
w/ sample reuse independently from simulator

Decoupling complicated statistical dependency during online learning
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Key technical innovation

N .
N —
\ —
online data collection samples drawn
w/ sample reuse independently from simulator

Decoupling complicated statistical dependency during online learning

e couples online data collection with i.i.d. sampling
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Key technical innovation

N .
N —
\ _—
online data collection samples drawn
w/ sample reuse independently from simulator

Decoupling complicated statistical dependency during online learning

e couples online data collection with i.i.d. sampling
e exploit compressibility of visitation counts

o w/ the aid of doubling algorithmic trick

15/ 61



How about memory complexity?

Algorithm Regret upper bound atzn?:sgi;;)tﬁr{l{alt?:;ret Memory complexity
(AzarUefB;,I 2017) VSAHT + SAH’ [SPAH?, 00) S?2AH
(zmnicf{ﬁv 2020) | VSAH'T + SPASPHPAKYY | SPATH?T, oc) SAH
(Zhang }::]ZL 2020) VSAHT + S* Al [SAH,00) S2AH
(Mengr(ziB;T_Sl. 21) VSAH'T + SAH! [SAH?, ) S2AH
(Zhang Z:IP;I 2024) VSAHT [1,00) S2AH
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How about memory complexity?

Range of K that

Memory complexity

Algorithm Regret upper bound i ]
attains optimal regret

UCBVI - S R »
(Azar et al, 2017) VSAH?T + S°AH [SPAH?, o) S2AH

UCB-Adv VSAH? 12 A3/2 1733/4 771/4 6 A4 7727 .
(Zhang et al, 2000) | VSAHT +SSAVTHTIK [SCALH? o0) SAH

Mvp i 3 2 4172 3 N

(Zhang et al, 2020) SAH®T + 5°AH [SPAH, 00) S*AH

UCB-M-Q . - -~ -
(Menard et al.'21) SAH®T + SAH [SAH?, 00) S°AH
el SAIT (1, 50) SPAH

(Zhang et al, 2024)

Can we find a regret-optimal algorithm with
(1) low burn-in cost and (2) low memory complexity?
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Model-free RL is often more memory-efficient

o model P,
‘Ww | (e. P e RISIIXISI) == “ﬁ(ﬂg

&

wodel-based -
samples value function
(experience) policy

store transition kernel estimates
— O(S?AH) memory
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Model-free RL is often more memory-efficient

Y model %,
.Vwm'f‘:‘,v»» > (ie. P € RISIIAIXIS]) ‘1\[1“19

&,
wodel-based X -
samples value function samples value function
ot
‘ wodel-free
store transition kernel estimates maintain Q-estimates
— O(S?AH) memory — O(SAH) memory
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Model-free RL is often more memory-efficient

o model P,
‘Ww | (e. P e RISIIXISI) == “ﬁ(ﬂg

&,
wodel-based X :
samples value function samples value function
wodel-free

store transition kernel estimates maintain Q-estimates

— O(S?AH) memory — O(SAH) memory
Definition (Jin et al. '18)
An RL algorithm is model-free if its space complexity is 0o(S?AH) J
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Which model-free algorithms are sample-efficient for online RL?



Which model-free algorithms are sample-efficient for online RL?

early-settled
ucB variance variance
exploration reduction reduction

= |ucBQ| = [UCB—Q—Advantage] =

Jin et al.’18 Zhang et al. '20 Li et al. 21




Q-learning: a classical model-free algorithm

Chris Watkins Peter Dayan

Stochastic approximation for solving Bellman equation

Qn(sn,an) — (1= me)Qn(sn, an) + e Tr(Qni1)(sn, an)
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Q-learning: a classical model-free algorithm

Chris Watkins Peter Dayan

Stochastic approximation for solving Bellman equation

Qn(sn,an) — (1= me)Qn(sn, an) + e Tr(Qni1)(sn, an)

Te(Qn)(sh, an) = r(sn,an) + max Q(sp+1,a’)
a
using sample in k-th episode
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Q-learning with UCB exploration (Jin et al., 2018)

Qn(sh.an) — (1 —m)Qn(Sh,an) + kT (Qnt1) (Sh, an) + nk br(sk, an)
———

classical Q-learning exploration bonus

20/ 61



Q-learning with UCB exploration (Jin et al., 2018)

Qn(sh.an) — (1 —m)Qn(Sh,an) + kT (Qnt1) (Sh, an) + nk br(sk, an)
———

classical Q-learning exploration bonus

e bp(s,a): upper confidence bound
— optimism in the face of uncertainty

e inspired by UCB bandit algorithm (Lai, Robbins '85)
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Q-learning with UCB exploration (Jin et al., 2018)

Qn(sh.an) — (1 —m)Qn(Sh,an) + kT (Qnt1) (Sh, an) + nk br(sk, an)
———

classical Q-learning exploration bonus

e bp(s,a): upper confidence bound
— optimism in the face of uncertainty

e inspired by UCB bandit algorithm (Lai, Robbins '85)

Regret(T) < VH3SAT = sub-optimal by a factor of VH |
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Q-learning with UCB exploration (Jin et al., 2018)

Qn(sh.an) — (1 —m)Qn(Sh,an) + kT (Qnt1) (Sh, an) + nk br(sk, an)
———

classical Q-learning exploration bonus

e bp(s,a): upper confidence bound
— optimism in the face of uncertainty

e inspired by UCB bandit algorithm (Lai, Robbins '85)

Regret(T) < VH3SAT = sub-optimal by a factor of VH |

Issue: large variability in stochastic update rules
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Q-learning with UCB and variance reduction

— Zhang et al. 20

Incorporates variance reduction into UCB-Q:

21/ 61



Q-learning with UCB and variance reduction

— Zhang et al. 20

Incorporates reference-advantage decomposition into UCB-Q:
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Q-learning with UCB and variance reduction

— Zhang et al. 20
Incorporates reference-advantage decomposition into UCB-Q:

Qn(sh,an) < (1 —n1)Qn(sh,an) + ni bn(sh, an)
———
UCB bonus

+ 1k (ﬁ(@m—l) — T (@Qp11) + 7A'(@h+1)) (8hyan)

advantage reference

e Reference @hﬂ, batch estimate 7 help reduce variability
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Q-learning with UCB and variance reduction

— Zhang et al. 20
Incorporates reference-advantage decomposition into UCB-Q:

Qn(sn,an) < (1 —np)Qn(sh,an) + i b (sn, an)
——
UCB bonus

+ 1k (ﬁ(@m—l) — T (@Qp11) + 7A'(@h+1)) (8hyan)

advantage reference

e Reference @hﬂ, batch estimate 7 help reduce variability

UCB-Q-Advantage is asymptotically regret-optimal |
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Q-learning with UCB and variance reduction

— Zhang et al. 20
Incorporates reference-advantage decomposition into UCB-Q:

Qn(sh,an) < (1 —n1)Qn(sh,an) + ni bn(sh, an)
———

UCB bonus
0 (Te(@ur1) = Te@n) + T @us0)) (51, n)
dvant f
advantage rererence

e Reference @hﬂ, batch estimate 7 help reduce variability

UCB-Q-Advantage is asymptotically regret-optimal |

Issue: high burn-in cost O(S%A*H?%)

21/ 61
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Offline/batch RL

e Collecting new data might be costly, unsafe, unethical, or
time-consuming

THE COMING INAUTONOMOUS VEHICLES

e B

/a5

medical records data of self-driving clicking times of ads
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Offline/batch RL

e Collecting new data might be costly, unsafe, unethical, or
time-consuming

e But we have already stored tons of historical data

THE COMING INAUTONOMOUS VEHICLES

e B

/a5

medical records data of self-driving clicking times of ads
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Offline/batch RL

e Collecting new data might be costly, unsafe, unethical, or
time-consuming

e But we have already stored tons of historical data

THE COMING INAUTONOMOUS VEHICLES

ou
w
e
. & e
< (7}

NS LS
N

medical records data of self-driving clicking times of ads

Question: can we learn based solely on historical data
w/o active exploration? J
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A mathematical model of offline data

initial distribution behavior policy No longer transition kernel
arbitrary!
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A mathematical model of offline data

initial distribution behavior policy No longer transition kernel
arbitrary!

historical dataset D = {(s(V,a(", s'))}: N independent copies of
s~ P, aNTrb('|S)a S,NP("Sva’)
e p: initial state distribution;  7P: behavior policy
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A mathematical model of offline data

initial distribution behavior policy No longer transition kernel
arbitrary!

Goal: given a target accuracy level € € (0, H], find 7 s.t.

V*(p) — V?(p) = sIEp [V*(s)] — SINEp [V?(s)} <e

— in a sample-efficient manner
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Challenges of offline RL

e Distribution shift:

distribution(D) # target distribution under optimal 7*
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Challenges of offline RL

e Distribution shift:

distribution(D) # target distribution under optimal 7*

easier harder
| > distance(n®, 1)

\ ?

\ )

2 expert data : ﬁ ?
N

b4
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Challenges of offline RL

e Distribution shift

distribution(D) # target distribution under optimal

¢ Partial coverage of state-action space

1 > \ P R N
/ \\\ / Practically, N
1 4 !
, -4 samples cover all (s,a) & all polncnes/ I/ ' historical dataset D ,/\\'
~ /l \\,\\ - i
m[ﬂm > ™ L
- ) ~— ’ 0o,
9 5 /i\”// \\\‘* /3\ ///\\7//
SUN N /, N
uniform coverage over entire space
(sufficiently explored)

partial coverage
(inadequately explored)
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How to quantify quality of historical dataset D (induced by 7°)?
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How to quantify quality of historical dataset D (induced by 7°)?

Single-policy concentrability coefficient (Rashidineiad et al.’21)

d™" (s, a) occupancy distribution of T*

C* := max =
sa dm (s, a)

. . . b
occupancy distribution of 7® ||
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How to quantify quality of historical dataset D (induced by 7°)?

Single-policy concentrability coefficient (Rashidineiad et al.’21)

C* := max d b(s,a) =
s,a d™(s,a)

occupancy distribution of "

. . . b
occupancy distribution of 7® ||

e captures distributional shift
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How to quantify quality of historical dataset D (induced by 7°)?

Single-policy concentrability coefficient (Rashidineiad et al.’21)

d™ (s,a occupancy distribution of "
C* = max b<’): paney T 1
s,a d™ (s, a) occupancy distribution of ©° ||
e captures distributional shift
large C*
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How to quantify quality of historical dataset D (induced by 7°)?

Single-policy concentrability coefficient (Rashidineiad et al.’21)

d™ (s,a occupancy distribution of ™
C”* := max b(’): pancy ekttt - 1
s,a d™ (s, a) occupancy distribution of 7° ||
‘M\(\/V“\ ! )
e captures distributional shift /

e allows for partial coverage
o as long as it covers the part
reachable by 7*

26/ 61



Prior art: sample complexity bounds

sample“
complexity

H5SC~|-

w3scrl/

HSC*

4
4
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Prior art: sample complexity bounds

sample

. A
complexity

H5SC*

H3sC*|

HSC*

> Yan et al.

4
4
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Prior art: sample complexity bounds

sample
. A
complexity "
%C)
o
%
e
H5SC* ‘q’b‘g‘,}- Yan et al.
::ffb\g/‘ & N
,,,;:?\ _x’b ‘3;560
©
S
. B
H35C* < o
o
\O
s
HSC* «°
1 1 S
e e g2
N A
v
(5} /&
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Prior art: sample complexity bounds

sample
complexity“ "
c\,o
©
&/ w
>
H5SC* q’bé,}- Yan et al.
::ftf’g/‘ & &
,,,,, SEG o %
= NP2
. S
H3SC* o>
f\/ Ny O
/@ o
l:, \('\\((\'XF
HSC* _/ )
1 1 >
e e g2
N A
7
& /&

Can we close the gap between upper & lower bounds?
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Model-based (“plug-in”) approach?

samples
(experience)

model | Al
(i.e. P e RISIMIXISI) "‘\\‘}f‘f‘s
wmodel-based \

value function
policy
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Model-based (“plug-in”) approach?

[ empirical MDP

H E BN
| [ |
| |

u | . e

mE = Poracie” ™
i HBE

| _ .

| | | || e.g. dynamic programming
H_ EHNR
| |
r

empirical P

1. construct empirical model P

P(s'|s,a) = Z]l{s

empirical frequency
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Model-based (“plug-in”) approach?

[ empirical MDP

H E BN
| [ |
| - | =
B E B G —> 7"
[ H B oracle
| _ .
| | | || e.g. dynamic programming
H_ EHNR
| |
r

empirical P

1. construct empirical model P

2. planning (e.g. value iteration) based on empirical MDP

28/ 61



Issues & challenges in the sample-starved regime

. H N
H
H H
|
H N
H BN
H
L
H_ N
| n
truth: P € RS4x5 empirical P (simulator)

e can't recover P faithfully if sample size < S%A
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Issues & challenges in the sample-starved regime

o H N H N
H
H H
|
H N
H BN |
H
L
H_ N H B
H n H
truth: P € RS4xS empirical P (simulator) empirical P (offline)

e can't recover P faithfully if sample size < S%A

e (possibly) insufficient coverage under offline data

29/ 61



Key idea: pessimism in the face of uncertainty

— Jin et al, 2020, Rashidinejad et al, 2021, Xie et al, 2021

online

upper confidence bounds
— promote exploration of under-explored (s, a)
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Key idea: pessimism in the face of uncertainty

— Jin et al, 2020, Rashidinejad et al, 2021, Xie et al, 2021

online

upper confidence bounds
— promote exploration of under-explored (s, a)

offline

lower confidence bounds
— stay cautious about under-explored (s, a)
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Key idea: pessimism in the face of uncertainty

— Jin et al, 2020, Rashidinejad et al, 2021, Xie et al, 2021

1. build empirical model P
2. (value iteration) repeat: for all (s, a)

~

Q(s,a) < max {r(s, a) +~(P(-|s,a),V), 0}

where V(s) = max, Q(s, a)
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Key idea: pessimism in the face of uncertainty

— Jin et al, 2020, Rashidinejad et al, 2021, Xie et al, 2021

Penalize those poorly visited (s, a) ...

1. build empirical model P
2. (pessimistic value iteration) repeat: for all (s, a)

~

Q(s,a) <+ max {r(s, a) + ’y<]3( |s,a), ‘7> — b(s,a; ‘A/), O}
uncertainty penalty

where V(s) = max, Q(s, a)
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Key idea: pessimism in the face of uncertainty

— Jin et al, 2020, Rashidinejad et al, 2021, Xie et al, 2021

Penalize those poorly visited (s, a) ...

1. build empirical model P
2. (pessimistic value iteration) repeat: for all (s, a)

~

Q(s,a) + max {r(s, a) + ’y<]3( |s,a), ‘7> — b(s,a; V), O}

uncertainty penalty

compared w/ Rashidinejad et al, 2021

e sample-reuse across iterations e Bernstein-style penalty
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Sample complexity of model-based offline RL

Theorem (Li, Shi, Chen, Chi, Wei’24)

Forany 0 < e < ﬁ the policy 7 returned by VI-LCB using a
Bernstein-style penalty term achieves

V¥(p) = V7(p) < e

with high prob., with sample complexity at most

0 (a=p=)
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Sample complexity of model-based offline RL

Theorem (Li, Shi, Chen, Chi, Wei’24)

Forany 0 < e < ﬁ the policy 7 returned by VI-LCB using a
Bernstein-style penalty term achieves

V¥(p) = V7(p) < e

with high prob., with sample complexity at most
~ SC*
o—"=__
((1 - 7)352)

e depends on distribution shift (as reflected by C*)

e achieves minimax optimality

e full e-range (no burn-in cost)
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sample
complexity

SC*

Model-based offline RL is minimax optimal with no burn-in
cost! J




Is it possible to design offline model-free algorithms
with optimal sample efficiency?



Is it possible to design offline model-free algorithms
with optimal sample efficiency?

pessimism variance
(low confidence bounds) reduction

— | LCB-Q| = [LCB—Q—Advantage]




LCB-Q: Q-learning with LCB penalty

— Shi et al, 2022, Yan et al, 2023

Qey1(5t,ar) < (L —n)Qu(st, 1) + 0 Te (Qr) (8¢5 a1) — nebe(5e,ar)

———
classical Q-learning LCB penalty
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LCB-Q: Q-learning with LCB penalty

— Shi et al, 2022, Yan et al, 2023

QtJrl(st»at) <~ (1 - nt)Qt(Stvat) + 0Ty (Qt) (5t7 at) - ntbt(sta (lt)

———
classical Q-learning LCB penalty

e b.(s,a): Hoeffding-style confidence bound

e pessimism in the face of uncertainty
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LCB-Q: Q-learning with LCB penalty

— Shi et al, 2022, Yan et al, 2023

QtJrl(st»at) <~ (1 - nt)Qt(Stvat) + 0Ty (Qt) (5t7 at) - ntbt(sta (lt)

———
classical Q-learning LCB penalty

e b.(s,a): Hoeffding-style confidence bound

e pessimism in the face of uncertainty

sample size: é(ﬁ;?) =  sub-optimal by a factor of ﬁ; J

Issue: large variability in stochastic update rules
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Q-learning with LCB and variance reduction

— Shi et al, 2022, Yan et al, 2023

Qit1(5¢,a1) (1 = 1)Qe(5¢,a1) — ¢ be(54,a¢)
~—_———
LCB penalty

+n(TQ) -~ T@)+ T@) ) (51, )

advantage reference
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Q-learning with LCB and variance reduction

— Shi et al, 2022, Yan et al, 2023

Qit1(5¢,a1) (1 = 1)Qe(5¢,a1) — ¢ be(54,a¢)
~—_———
LCB penalty

+n(TQ) -~ T@)+ T@) ) (51, )

advantage reference

e incorporates variance reduction into LCB-Q

> > >

epochm =1 epoch m =2 epoch m =3
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Q-learning with LCB and variance reduction

— Shi et al, 2022, Yan et al, 2023

Qit1(5¢,a1) (1 = 1)Qe(5¢,a1) — ¢ be(54,a¢)
~—_———
LCB penalty

+n(TQ) -~ T@)+ T@) ) (51, )

advantage reference

e incorporates variance reduction into LCB-Q

> > >

epochm =1 epoch m =2 epoch m =3

Theorem (Yan, Li, Chen, Fan’23, Shi, Li, Wei, Chen, Chi’22)

Fore € (0,1 — ], LCB-Q-Advantage achieves V*(p) — V?(p) <e
with optimal sample complexity O(ﬁ)
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Multi-agent reinforcement learning (MARL)

E S
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Two-player zero-sum Markov games (finite-horizon)

state sp, ction ap
P » max-player —_— —I
state sp_— action by, I
___________ 'i m|n—player’— —_ —I

4===7 environment —
< : '

e S =[9]: state space e A = [A]: action space of max-player

e H: horizon e 3 = [B]: action space of min-player
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Two-player zero-sum Markov games (finite-horizon)

state sp ction ap
P ) max-player -_— —I

reward 75,

state S J— action by,
___________ >l min-player —— _|
reward -7,

4===7 environment —
< : '

e S =[9]: state space e A = [A]: action space of max-player

e H: horizon e 3 = [B]: action space of min-player

e immediate reward: max-player r(s,a,b) € [0, 1]
min-player —r(s, a,b)
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Two-player zero-sum Markov games (finite-horizon)

state Sp, action

N pn (- | sn)
___________ max-player — — — —I

reward 75,
action

state sp K by ~ Vh(' ‘ Sh) I
----------- @ - _I
reward -7,

4===7 environment —
< : '

e S = [S]: state space e A = [A]: action space of max-player
e H: horizon e 3 = [B]: action space of min-player
e immediate reward: max-player r(s,a,b) € [0, 1]

min-player —r(s, a,b)
o 1 :S x[H] = A(A): policy of max-player
v:S x [H|] — A(B): policy of min-player
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Two-player zero-sum Markov games (finite-horizon)

action

state Sp ~ G
___________ max-player _—— —I

reward 75,
action

state sp K by ~ Vh(' ‘ Sh) I
----------- @ - _I
reward -7, I

4===7 environment —
< : '

next state
Sha1 ~ Pu(- | sh, an, bn)

e S =[9]: state space e A = [A]: action space of max-player
e H: horizon e 3 = [B]: action space of min-player
e immediate reward: max-player r(s,a,b) € [0, 1]
min-player —r(s, a,b)
o 1 :S x[H] = A(A): policy of max-player
v:S x [H|] — A(B): policy of min-player
e P,(-|s,a,b): unknown transition probabilities
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Value function under independent policies (i, ) (no coordination)

H
Vi (s) :=E [Z T1(8h, an, br) ‘ 51 = S]
h=1

40/ 61



Value function under independent policies (4, ) (no coordination)

H
VIY(s) = | > rh(Sh; an, bn) ’ s1=15
h=1

state s

which action a
to take?

e Each agent seeks optimal policy maximizing her own value
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Value function under independent policies (4, ) (no coordination)

H
Vi (s) :=E [Z T1(8h, an, br) ‘ 51 = 8]
h=1

¢ S .
r t\x\\ & N /”,W
L - which action b o
R e =
PR state s N
' \g “

e Each agent seeks optimal policy maximizing her own value

e But two agents have conflicting goals ...

40/ 61



Compromise: Nash equilibrium (NE)

John von Neumann John Nash
An NE pOliC pair /L*, v*) obeys
Y Y

* * gk . *
max VY =VHF Y =minVH* Y
n v
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max VY =VHF Y =minVH* Y
n v

e no unilateral deviation is beneficial
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* * % . *
max VY =VHF Y =minVH* Y
n v

e no unilateral deviation is beneficial

e no coordination between two agents (they act independently)
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Compromise: Nash equilibrium (NE)

John von Neumann John Nash
An e-NE policy pair (i, 7) obeys

max VY —e < VHY <minV*Y 4 ¢
m v

e no unilateral deviation is beneficial

e no coordination between two agents (they act independently)

41/ 61



Learning NEs with a simulator

gewnerative model

input: any (s,a,b,h)
output: an independent sample s’ ~ Py (-| s, a,b)
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Learning NEs with a simulator

gewnerative model

input: any (s,a,b,h)
output: an independent sample s ~ Py (-] s, a,b)

Question: how many samples are sufficient to
learn an e-Nash policy pair?

42/ 61



Model-based approach (non-adaptive sampling)

— Zhang, Kakade, Basar, Yang '20

for any (s, h)

1. for each (s, a,b, h), call simulator N times
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Model-based approach (non-adaptive sampling)

— Zhang, Kakade, Basar, Yang '20

for each (a,b)

’ _____________________ , catl generative model
N times

for any (s, h)

1. for each (s, a,b, h), call simulator N times
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Model-based approach (non-adaptive sampling)

— Zhang, Kakade, Basar, Yang '20

for each (a,b)

empirical
model P

’ _____________________ , catl generative model
N times

for any (s, h)

1. for each (s, a,b, h), call simulator N times
2. build empirical model P
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Model-based approach (non-adaptive sampling)

— Zhang, Kakade, Basar, Yang '20

for each (a, b)

planning
oracle
empirical | ()
model P
A
" _____________________ , cail generative model
N times

for any (s, h)

1. for each (s,a,b,h), call simulator N times

2. build empirical model P, and run “plug-in" methods
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Model-based approach (non-adaptive sampling)

— Zhang, Kakade, Basar, Yang '20

for each (a, b)

planning
oracle
empirical | ()
model P
A
" _____________________ , cail generative model
N times

for any (s, h)

1. for each (s,a,b,h), call simulator N times

2. build empirical model P, and run “plug-in" methods

. 4
sample complexity: H—fﬁ J

43/ 61



Curse of multiple agents

~
s !E!
(<

1 player: A
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Curse of multiple agents

§ "‘\”&
1 player: A 2 players: AB
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Curse of multiple agents

1 player: A 2 players: AB m players: A1As--- Ay,
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Curse of multiple agents

1 player: A 2 players: AB m players: A1As--- Ay,
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horizon

HG

H4

4

A

V-learning
............ .
model-based
........ .
A+B AB  4tactions



horizon

HG

H4

A
V-learning
............ .
\7 model-based
e
........ p .

&
A+ B AB

##actions



horizon
A
V-learning
F6 [ .

model-based

e our algorithm

0 ; E >
A+B AB  4tactions

Theorem (Li, Chi, Wei, Chen '22)
For any 0 < € < H, one can design an algorithm that finds an e-Nash
policy pair (i, V) with high prob., with sample complexity at most

~ (H4S(A + B))

0 =2 (minimax-optimal Ve)
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Safety and robustness in RL

(Zhou et al., 2021; Panaganti and Kalathil, 2022; Yang et al., 2022;)

Training environment % Test environment
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Safety and robustness in RL

(Zhou et al., 2021; Panaganti and Kalathil, 2022; Yang et al., 2022;)

Training environment % Test environment

Sim2Real Gap: Can we learn optimal policies that are robust
to model perturbations? J

47/ 61



Modeling environment uncertainty

Uncertainty set of the nominal transition kernel P°:

U (P°)={P: p(P,P°) <o}

=

Te

P
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Modeling environment uncertainty

Uncertainty set of the nominal transition kernel P°:

U (P°)={P: p(P,P°) <o}
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Modeling environment uncertainty

Uncertainty set of the nominal transition kernel P°:

U (P°)={P: p(P,P°) <o}

///—\/ 1\\
/ \
)
//_k A
( \
/
\/— \\ /
[ }-7
/
“=_ P L__v
- = /
I)u \\_//

e Examples of p: f-divergence (TV, x2, KL...)
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Robust value/Q function

StEH ~ P('Istvat)

Robust value/Q function of policy 7:

VseS: V™o(s):= inf E, t =
s (s) PeZ/III(}(PO) P LZ_; ~y'ry | S0 s]
o0
v S : e = inf E; t =s,a9 =
(s,a) eSxA: Q™(s,a) PeZ/I{IC}(PO) P [;7 T | 50 = 5,00 a]

Measures the worst-case performance of the policy in the uncertainty

set.
49/ 61



Distributionally robust MDP

Robust MDP
Find the policy m* that maximizes V™

(lyengar. '05, Nilim and El Ghaoui. '05)
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Distributionally robust MDP

Robust MDP
Find the policy m* that maximizes V™

(lyengar. '05, Nilim and El Ghaoui. '05)

Robust Bellman’s optimality equation: the optimal robust policy
7* and optimal robust value V*7 := V7% satisfy

Q" (s,a) =r(s,a) +~ inf (Ps,q, V),
Ps, €U (PS,)

V*o(s) = max Q" (s,a)
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Distributionally robust MDP

Robust MDP
Find the policy m* that maximizes V™

(lyengar. '05, Nilim and El Ghaoui. '05)
Robust Bellman’s optimality equation: the optimal robust policy

7* and optimal robust value V*7 := V7% satisfy

Q" (s,a) =r(s,a) +~ inf (Ps,q, V),
Ps, €U (PS,)

V*o(s) = max Q" (s,a)

Distributionally robust value iteration (DRVI):

Q(s,a) + r(s,a) +~ inf (Psa, V),
Py o€l (P2,)

where V(s) = max, Q(s,a).

50/ 61



Learning distributionally robust MDPs

arbitra ry

(s,a)

Nominal Transition
kernel
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Learning distributionally robust MDPs

arbitra ry

(s,a)

Nominal Transition
kernel

Goal of robust RL: given D := {(s;,a;, s})})¥, from the nominal
environment PY, find an e-optimal robust policy & obeying

V*,O’ _ V;T\,O' S c

— in a sample-efficient manner
51/ 61



A curious question

HEN Learn the optimal policy of

. . = /r" the nominal MDP?
’/

. N.-
HE B ==
H B = o /l

CE g
- . . <4 Learn the robust policy

around the nominal MDP?

n n '

empirical MDP
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A curious question

. N . Learn the optimal policy of
.. . = /," the nominal MDP?
’/

. . /"’ Iy
HE B e
H B R (]

- ]

\N Sl
- . . \~,‘ Learn the robust policy
. . around the nominal MDP?
empirical MDP

Robustness-statistical trade-off? |s there a statistical premium
that one needs to pay in quest of additional robustness? J

52/ 61



Sample complexity under TV uncertainty

Theorem (Shi et al., 2023)

Assume the uncertainty set is measured via the TV distance with
radius o € [0,1). For sufficiently small ¢ > 0, DRVI outputs a policy
T that satisfies V*° — V™7 < ¢ with sample complexity at most

O (T Fmt=m12)

ignoring logarithmic factors. In addition, no algorithm can succeed if
the sample size is below

. ((1 —7)21115;?1 —%0}62>'

e Establish the minimax optimality of DRVI for RMDP under the

TV uncertainty set over the full range of o.
53/ 61



When the uncertainty set is TV

Sample complexity 4
S2A n Upper bound
m [Panaganti and Kalathil]
SA Standard MDPs
_— T upper & minimax lower bound ==~
(1)
Upper & minimax lower bound
SA (this work)
(1=7)%e?
SA(1—7) Lower bound [Yang et al.]
e? 1, o
1
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When the uncertainty set is TV

Sample complexity 4
S2A 4 Upper bound
m [Panaganti and Kalathil]
SA Standard MDPs
— a3z 1 1 upper & minimax lower bound ==~
1=y

Upper & minimax lower bound

SA (this work)
(1—-7)% ]
SA(1—7) Lower bound [Yang et al.]
g2 l_5
1 g
RMDPs are easier to learn than standard MDPs. y
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Sample complexity theorem under \? uncertainty

Theorem (Shi et al., 2025)

Assume the uncertainty set is measured via the x* divergence with
radius o € [0,00). For sufficiently small ¢ > 0, DRVI outputs a policy
T that satisfies V*7 — V™% < e with sample complexity at most

~ SA
of—54 (14 Vo+o
(1 —7)3e? 1—xy
ignoring logarithmic factors. In addition, no algorithm can succeed if
the sample size is below

iy (775))

e Establish the minimax optimality of DRVI for RMDP under the
TV uncertainty set over the full range of o.
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When the uncertainty set is \? divergence

Sample complexity 4

Upper bound $*Ac
S2A [Panaganti and Kalathil] (1—7)te?
(1—=7)%e?
Upper bound Lower bound
(this work) (this work)
L 4 SAmax{o,/o} SAc
(1=mte? -y =i
SA Standard MDPs
(1—7)3e? === =77 upper & minimax lower bound =
SA
=%
SA Wet al.]
(1 —)e? 1 >

o((1-7)%)0(1-7) 0(1)

T o
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When the uncertainty set is \? divergence

Sample complexity 4

Upper bound

S2A [Panaganti and Kalathil]

(1 —m)te?
Upper bound
(this work)

_SA ) samasio.ya)
-7t | “a-ve

SA
(L=n)3%?

SA
(1—7)e? ]

S? Ao
T

Lower bound
(this work)
SAo
=

Standard MDPs
upper & minimax lower bound =

SA
=

Lower bound [Yang et al.]

>

o((1-7%)01-v) o)

T o

RMDPs are harder to learn than standard MDPs.
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